Full Stack Inference Providers : Baseten, Modal, FireHQ
Taglines:
"Turning stateless workflows into stateful capital”
"Creating competition for the frontier lab duopoly”
"Greatly reducing procurement transaction costs via marketplaces"

Stack 1 |LLM Routers and Harnesses

Marketplace of LLMs, Compute Stacks https://www.baseten.co/products/model-apis/

Proprietary Harnesses balancing cost-efficiency, latency, accuracy https:/fireworks.ai/

Trace Memory Storage ?

Stack 2 |Post-Training Open Weight Models Owned By Customers
Access to Customer SoR ?

Marketplace of Vertical RL Training Companies https://www.baseten.co/products/training/

Marketplace of Vertical Data Brokers
Marketplace of Cloud Sandboxes https://www.daytona.io/pricing

Stack 3 |Deployment

Marketplace of Cloud Virtual Machines
Marketplace of Vertical Open Weigh Models
https://www.baseten.co/products/baseten-for-model-labs/

Stack 4 |Post-Deponment Eval
?
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